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Enabling improved semiconductor
performance without sacrificing efficiency



Active cooling of any device is most efficient when it occurs closest to the source of heat
generation. All advanced CPU and GPU chips today are packaged in a flip chip format.
In this format, solder bumps are placed directly over the active area of the die. Nextreme
has integrated its thermally active material into these solder bumps and in particular into
copper pillar bumps. The coefficient of performance (COP) or the ratio of the power
pumped to the power supplied for the heat pumping is generally around 1 when
thermoelectric material is placed in the package but when placed into a solder bump can
reach 4, 6 or 8. This then creates a very attractive solution to what has become a very
vexing problem for the electronics industry.
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In June 2001, Intel announced that “transistors at 20 nanometers (nm) in size would
enable billion-transistor microprocessors later this decade.” The press release went on to
say:. “researchers have demonstrated that there are no fundamental barriers to extending
Moore’s Law for another decade” and that microprocessors would be “running at speeds
approaching 20 gigahertz and operating at less than one volt in approximately 2007."

By 2006 the focus had shifted dramatically. A white paper published by Intel on the Dual-
Core Intel® Xeon® Processor" focused on an entirely new metric: performance per
system watt. The white paper featured a more holistic solution that included a host of
improvements to achieve improved performance without sacrificing efficiency. These
improvements included: improved silicon processing; platform and architectural advances;
and the development of energy efficient processors.

Nonetheless, while energy efficiency appears to have been enhanced by this shift in
strategy, it is unclear at what cost. Not only are there questions concerning whether
performance per watt is really a good measure of the performance that is experienced by
the consumer, but there is also some question as to whether strategies such as the dual
core design are really cost effective, given that they run counter to the conventional
approach of simply making more efficient use of available silicon real estate.

Examining projections of past power trends, a 20 GHz chip would consume and generate
approximately 1kW of power." Managing this power level in the laptop, PC or even server
environment is simply not possible. Even more important is the fact that, as the chip power
increases, so does the power non-uniformity across the chip. The power profile over the
surface looks like a mountain range, where the peaks represent the highest power density
and the highest temperature levels on the chip. In a low power chip (e.g. the 35 watt core
duo) the mountain range looks like gently rolling hills; whereas on a high power chip (e.g.,
greater than 120 W) it may resemble the Himalayas.

Unfortunately, these mountain peaks have proportionally higher temperatures than the
rest of the chip and represent a potential point of failure — if the circuit fails at the peak
power point, the entire chip fails. These power non-uniformities are at all levels of the
entire system. The failure to deal with these non-uniformities directly is the basis for all
system level inefficiencies
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On a typical circuit board, some of the chips are of high-average power and some are of
low-average power. Consequently the board represents a second stage for thermal non-
uniformity. Again, as circuit densities increase, overall power levels go up, environmental
conditions get more demanding and these non-uniformities become more challenging and
deleterious to the health of the computer.

While power and thermal non-uniformities in electronics are constantly increasing, thermal
management solutions have not evolved in lock step to effectively deal with these issues.
Blowers and fans can be used to uniformly cool a computing system, but, if the thermal
profile is non-uniform, they will either under-cool or over-cool certain chips by default.
Under-cooling will lead to early failures and inherent inefficiencies as certain chips run too
hot. For example, power MOSFETS on server boards do not experience the same level
of cooling as the CPUs do; as a result they run too hot, generate more heat and run at a
very low efficiency on the board. An alternative is to over cool — that is generally good for
the electronics — but this leads to very low system-level efficiency and unacceptable
energy expenditures.

The thermal management industry has responded to these issues by providing solutions
in the form of heat pipes (to move the heat away from high power areas such as at the
CPU and GPU) and fans or heat sinks, which can provide localized thermal management
to the highest powered (and often highest valued) devices. Unfortunately, while these
solutions can be used to address the average thermal power coming off a chip, they
cannot address thermal non-uniformities within the chip. Furthermore, even if these
solutions were efficient, they are not scalable in two ways: 1) they are bolt-on and not
scalable to the entire chip set; 2) they cannot be scaled to handle the power levels that the
most advanced chips are capable of; for example, achieving just 5°C of extra cooling on a
typical chip requires a 2-4X increase in heat sink size.
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Nextreme proposes a new approach to electronic thermal management that focuses on
providing appropriate cooling when and where it is needed within the electronics system.
This approach does not displace system level cooling, which is still needed to move heat
out of the system; rather it introduces a fundamentally new methodology for achieving
temperature uniformity at the chip and board level. In this manner the system level
thermal management system will also become more efficient. In addition as system-level
solutions scale with the size of the system (bigger fans for bigger systems, etc.),
Nextreme’s solution scales at the chip level.

Nextreme’s solution involves the integration of a thin-film thermoelectric material into
solder bumps for flip chip packaging. This approach enables active thermal management
— or power generation — right at the surface of the chip using an industry-accepted
manufacturing approach to ensure seamless implementation. Unlike conventional solder
bumps, which provide an electrical path and a mechanical structure, each Nextreme bump
acts as a solid-state heat pump on a microscale.

For each bump, thermoelectric cooling (TEC) occurs when current is supplied. In other
words, the thermal bump cools on one side and transfers heat to the other as current is
passed through the material. This is known as the Peltier effect.

Thermoelectric power generation (TEG) on the other hand occurs when the thermal bump
is subjected to a temperature gradient (i.e., the top is hotter than the bottom). In this



instance, the device generates current, converting heat into electrical power. This is
termed the Seebeck effect.

The thermal bump can be integrated as a part of the standard flip chip process (Figure 1).
As this functionality is integrated into the design and manufacturing infrastructure,, chips
likely will have a combination of both electrical bumps (for power, ground and signal) and
thermal bumps (for cooling, temperature control and potentially power generation).

In this manner, the thermal bump offers new functionality to electronic product design. In
the future, it will be possible to design thermal management into a circuit in the same
manner that transistors, resistors and capacitors are integrated in conventional circuit
designs today.
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Solder bumping technology (the process of joining a chip to a substrate without shorting
using solder) was first conceived and implemented by IBM in the early ‘60s. Three
versions of this type of solder joining were developed. The first was to embed copper balls
in the solder bumps to provide a positive stand-off. The second solution, developed by
Delco Electronics (General Motors) in the late ‘60s, was similar to embedding copper balls
except that the design employed a rigid silver bump. The bump provided a positive stand-
off and was attached to the substrate by means of solder that was screen-printed onto the
substrate. The third solution was to use a screened glass dam near the electrode tips to
act as a “stop-off” to prevent the ball solder from flowing down the electrode. By then the
Ball Limiting Metallurgy (BLM) with a high-lead (Pb) solder system and a copper ball had
proven to work well. Therefore, the ball was simply removed and the solder evaporation
process extended to form pure solder bumps that were approximately 125 m high. This
system became known as the controlled collapse chip connection (C3 or C4).

Until the mid-90's, this type of flip chip assembly was practiced almost exclusively by IBM
and Delco. Around this time, Delco sought to commercialize its technology and formed
Flip Chip Technologies with Kulicke & Soffa as a partner. At the same time, MCNC (which
had developed a plated version of IBM's C4 process) received funding from DARPA to
commercialize its technology. These two organizations, along with APTOS (Advanced
Plating Technologies on Silicon), formed the nascent out-sourcing market.
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During this same time, companies began to look at reducing or streamlining their
packaging, from the earlier multi-chip-on-ceramic packages that IBM had originally
developed C4 to support, to what were referred to as Chip Scale Packages (CSP). There
were a number of companies developing products in this area. These products could
usually be put into one of two camps: either they were scaled down versions of the multi-
chip on ceramic package (of which the Tessera package would be one example); or they
were the streamlined versions developed by Unitive, et al (where the package wiring had
been transferred to the chip, and after bumping, they were ready to be placed).

One of the issues with the CSP type of package (which was intended to be soldered
directly to an FR4 or flex circuit) was that for high density interconnects; the soft solder
bump provided less of a stand-off as the solder bump diameter and pitch were decreased.
Different solutions were employed including one developed by Focus Interconnect
Technology (former APTOS engineers), which used a high aspect ratio plated copper post
to provide a larger fixed standoff than was possible for a soft solder collapse joint.

Today, flip chip is a well established technology and collapsed soft solder connections are
used in the vast majority of assemblies. Interestingly, the copper post stand-off developed
for the CSP market has found a home in high-density interconnects for advanced micro-
processors and is used today by IBM for its CPU packaging.



Recent trends in high-density interconnects have led to the development of copper pillar
solder bumps (CPB)". CPBs are an attractive replacement for traditional solder bumps in
several ways. First, the pitch of the CPB is not dictated by a large volume of solder but
rather the size of the plated copper pillars. This leads to much smaller pitch than
traditionally seen with all-solder bumps. Second, the amount of solder needed to create a
bump is substantially reduced, since the majority of the interconnect volume is copper. In
the case of lead-based solders, this reduces the lead volume—important for
environmental concerns (RoHS compliance). Third, copper has a substantially higher
thermal conductivity than most binary or ternary solders. For example, eutectic SnPb
(63%Sn, 37%Pb) has a thermal conductivity of approximately 40 W/mK, as compared
with 386 W/mK for copper. This means the CPB provides approximately 10X
improvement in conductive thermal transport over traditional solder bumps of the same
geometry. Fourth, since the copper pillars do not change shape during reflow, they are
not susceptible to volumetric redistribution that can lead to voids (defects) in the solder
bump that increase parasitic resistance and compromise reliability.

Figure 2 shows an example of a CPB fabricated by Intel and incorporated into their Presler
line of microprocessors. The cross-section shows copper and a copper pillar
(approximately 60 um in height) electrically connected through a via in the chip passivation
layer at the top of the picture. At the bottom is another copper trace on the package
substrate with solder between the two copper layers.
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Thin-film thermoelectrics have been demonstrated to provide high heat pumping capacity
that far exceeds the capacities provided by traditional bulk pellet TE products’. The
benefit of thin-films over thick, bulk materials for thermoelectric manufacturing is
expressed in Equation 1. Here the Qnax (Maximum heat pumped by a module) is shown
to be inversely proportional to the thickness of the film, L.
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Qmax = Eqg. 1

As such, TE coolers manufactured with thin-films can easily have 10x — 40x higher Qnax
values for a given active area, A. This makes thin-film TECs ideally suited for applications
involving high heat-flux flows. In addition to the increased heat pumping capability, the
use of thin films allows for truly novel implementation of TE devices. Instead of a bulk
module that is 1-3 mm in thickness, a thin-film TEC can be fabricated less than 100 um in
thickness. In its simplest form, a P or N leg of a TE couple (the basic building block of all
TE devices) is a layer of thin-film TE material with a solder layer above and below it to
provide electrical and thermal coupling to electrical traces. Figure 3a-d shows a schematic
of a typical assembly for a single PN couple.
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Nextreme's breakthrough (detailed below) is compatible with the existing flip chip
manufacturing infrastructure, extending the use of conventional solder bumped
interconnects to provide active, integrated cooling of a flip chipped component using the
widely accepted copper pillar bumping (CPB) process. Nextreme’s process enhancement
also enables power generating capabilities within copper pillar bumps for energy recycling
applications.

Nextreme’s technology addresses thermal and power issues on-chip, at their core. An
analogy is a house with an overheated element on a kitchen stove. Rather than air
conditioning the entire house to maintain the stove top temperature, it would be much
more efficient to cool the over-heating element locally and directly. Nextreme’s “thermally
active” copper pillar bump (Thermal CPB) enables exactly this approach for electronic
circuits. The result is higher performance and efficiency without higher system-level
cooling, all within the existing semiconductor manufacturing paradigm.

Nextreme’s thermally active copper pillar bump has already demonstrated a number of
world firsts: a temperature difference of 60°C has been achieved across the 60 um (0.06
mm) tall Nextreme CPB by running an electrical current through it; the Nextreme CPB
demonstrated maximum power pumping capabilites exceeding 150 W/cm? when
subjected to heat the Nextreme CPB has demonstrated the capability to generate up to 10
mW of power per bump.

Figure 4 shows an SEM cross-section of a TE leg (as shown in Figure 3d). What is clearly
shown is that the TE element is structurally identical to a CPB with an extra layer, the TE
layer, incorporated into the stack-up. The addition of the TE layer transforms a standard
copper pillar bump into an active thermoelectric copper pillar bump (or Thermal CPB).
This element, when properly configured electrically and thermally, provides active
thermoelectric heat transfer from one side of the bump to the other side. The direction of
heat transfer is dictated by the doping type of the thermoelectric material (either an n-type
or p-type semiconductor) and the direction of electrical current passing through the
material. This type of thermoelectric heat transfer is known as the Peltier effect” .
Conversely, if heat is allowed to pass from one side of the thermoelectric material to the
other, a current will be generated in the material in a phenomenon known as the Seebeck
effect”. The Seebeck effect is essentially the reverse of the Peltier effect. In this mode,
electrical power is generated from the flow of heat in the TE element. The structure shown
in Figure 4 is capable of operating in both the Peltier and Seebeck modes though not
simultaneously.
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Figure 5 shows a schematic comparing the structure of a typical CPB to that of a thin-film
thermal CPB. These structures are similar, with both having copper pillars and solder
connections. The primary distinction between the two is the introduction of either a P- or
N-type thermoelectric layer between two solder layers. The solders used with CPBs and
thermal CPBs can be any one of a number of commonly used solders including, but not
limited to, SnPb eutectic, ShAg or AuSn.

Figure 6 shows an expanded view of a thermal CPB. Several additional attributes of this
design are shown. First, thermal flow in the device is shown by the arrows labeled “heat”.
Heat flow through the thermal CPB may be assisted by the design of the metal traces on
the chip. These traces, that can be several micrometers in thickness and can be stacked
or interdigitated, can provide highly conductive pathways for collecting heat from the
underlying circuit and funneling that heat to the thermal CPB.



Active circuitry

TE layer

The metal traces shown in the figure for conducting electrical current into the thermal CPB
may or may not be directly connected to the circuitry of the chip. In either case, on-board
temperature sensors and driver circuitry can be used to control the thermal CPB in a
closed loop fashion for optimal performance. Second, the heat that is pumped by the
thermal CPB and the additional heat created by the thermal CPB in the course of pumping
the heat is rejected in the substrate or board. Since the performance of the thermal CPB
can be improved by providing a good thermal path for the rejected heat, it is beneficial to
provide high thermally conductive pathways on the backside of the thermal CPB. The
substrate might be a highly conductive substrate like AIN or a metal (e.g., Cu, Cuw,
CuMo, etc.) with a dielectric. In this case, the high thermal conductance of the substrate
will act as a natural pathway for the rejected heat. The substrate might also be a
multilayer substrate like a printed wiring board (PWB) designed to provide a high-density
interconnect. In this case, thermal conductivity of the PWB may be relatively poor and
adding thermal vias (e.g. metal plugs) can provide excellent pathways for the rejected
heat.



Because thermal CPBs are similar in structure and use comparable processing
techniques to those used for manufacturing traditional CPBs, the implementation of these
structures can be readily integrated into the existing CPB based processes.

Thermal CPBs can be used in a number of different ways to provide chip cooling.

General cooling . Thermal CPBs can be evenly distributed across the surface of
a chip to provide an evenly distributed cooling effect. In this case, the thermal
CPBs may be interspersed with standard CPBs that are used for signal, power
and ground. This allows the thermal CPBs to be placed directly under the active
circuitry of the chip for maximum effectiveness. The number and density of
thermal CPBs are based on the heat load from the chip. Each P/N couple can
provide a specific heat pumping (Q) at a specific temperature differential ( T) ata
given electrical current. Temperature sensors on the chip (“on board” sensors)
can provide direct measurement of the thermal CPB performance and provide
feedback to the TEC driver circuit.

Precision temperature control.  Since thermal CPBs can either cool or heat the
chip depending on the current direction, they can be used to provide precision
control of temperature for chips that must operate within specific temperature
ranges irrespective of ambient conditions. For example, this is a common
problem for many optoelectronic components.

Hotspot cooling . In microprocessors, graphics processors and other high-end
chips, hotspots can occur as power densities vary significantly across a chip.
These hotspots can severely limit the performance of the devices. Because of
the small size of the thermal CPBs and the relatively high density at which they
can be placed on the active surface of the chip, these structures are ideally suited
for cooling hotspots. In such a case, the distribution of the thermal CPBs may not
need to be even. Rather, the thermal CPBs would be concentrated in the area of
the hotspot while areas of lower heat density would have fewer thermal CPBs per
unit area. In this way, cooling from the thermal CPBs is applied only where
needed, thereby reducing the added power necessary to drive the cooling and
reducing the general thermal overhead on the system.

In addition to chip cooling, thermal CPBs can also be applied to high heat-flux
interconnects to provide a constant, steady source of power. Such a source of power,
typically in the mW range, is ideal for trickle charging of batteries for wireless sensor
networks and other battery operated systems.
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Nextreme Thermal Solutions designs and manufactures microscale thermal and power
management products that provide chip, module and system-level solutions for the
semiconductor, photonics, consumer, automotive and defense/aerospace industries. The
company has developed embedded cooling and power generation capabilities for the
widely accepted copper pillar bumping process used in high-volume electronic packaging.
Nextreme's breakthrough addresses the most challenging thermal and power
management constraints in electronics today, and delivers the only fully-scalable
technology solution by leveraging the existing, high-volume flip chip manufacturing
infrastructure. By minimizing the need for manufacturing changes and focusing on
developing a seamless design-in solution, Nextreme will change the future of thermal and
power management for the entire electronics industry.

Nextreme is managed by an experienced start-up team and world-renowned experts in
electronics, thermal management and pillar bump technology. The company has 38
employees and is based in Research Triangle Park, North Carolina.

For more information contact Nextreme Thermal Solutions at 3908 Patriot Dr., Suite 140,
Durham, NC 27703-8031; call +1 (919)-597-7300 or e-mail info@nextreme.com.

Www.nextreme.com
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